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Abstract

We give a finite Fourier algorithm for computing empirical diffusion-metric entries together

with their joint uncertainty estimates. The metric is defined through an inverse weighted Lapla-

cian and estimated by empirical heat-kernel Sinkhorn normalization. For a fixed smooth, strictly

positive density on a fixed-dimensional flat torus and fixed smooth test functions, the algorithm

preserves the exact estimator’s population-centered Gaussian limit, joint covariance consistency

and ordinary nonparametric bootstrap. For every fixed η > 0, its deterministic work is O(n1+η)

in the exact-real model, using sufficiently high fixed-order bias extrapolation. The proof con-

trols the closing spectral gap as bandwidth decreases, the actual normalization iterations, and

the errors in both the inverse metric and its influence covariance under the original empirical

weights. Positive Fourier features and reduced linear solves provide the algorithm. The work

bound includes feature-Gram construction and factorization; explicit finite schedules illustrate

the resulting resource counts.
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1 Introduction

An empirical diffusion metric involves both kernel normalization and an inverse whose nonconstant

spectral gap closes as the bandwidth tends to zero. Fast kernel multiplication alone therefore

gives an incomplete computational guarantee. For statistical inference, the numerical metric must

approximate its exact counterpart more accurately than the root-sample fluctuation, and the influ-

ence calculation must retain the response of the normalization and the inverse. A small error in

the metric does not by itself control these quadratic covariance calculations.

We resolve this computational question for the periodic heat-kernel Sinkhorn metric and the

population-centered estimator of [7]. The algorithm forms positive finite Fourier features, performs

a prescribed logarithmic number of half-scaling iterations from the constant vector, and solves

reduced feature systems. It computes metric entries and their complete joint influence covariance

under the original empirical law. The main theorem gives the total operation count, including

feature Gram formation and factorization, and returns the inferential limits of the exact estimator.

The same construction applies to a fixed ordinary bootstrap replicate.

The operation bound is pointwise at each fixed positive smooth density. For every fixed η > 0,

sufficiently high but fixed extrapolation order permits a bandwidth for which the work is O(n1+η).

All constants may depend on the density, dimension, prescribed scores, extrapolation order and

chosen exponent. We count real arithmetic and elementary function evaluations at unit cost. This

declared model specifies the theorem’s computational guarantee.
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1.1 Relation to previous work

The symmetry-preserving geometric half iteration is classical; see Knight–Ruiz–Uçar [4, Section

3]. Symmetric Sinkhorn normalization as a diffusion-kernel construction is developed by Kessler–

Magnet–Feydy [3]. We use this established normalization and bound the number of iterations on

the actual sampled trajectory uniformly as the bandwidth shrinks. Wormell–Reich [8, Section 4] al-

ready establish a well-conditioned accelerated symmetric Sinkhorn algorithm and small-bandwidth

initialization on the flat torus. Their local contraction and initialization results already give fast nor-

malization in this setting. Here the prescribed half iteration is analyzed together with finite Fourier

approximation and the full inverse-metric and influence-covariance return. Fourier acceleration of

Sinkhorn iterations is established; Lakshmanan–Pichler–Potts [5] develop an NFFT implementa-

tion, while Altschuler–Bach–Rudi–Niles-Weed [1] combine low-rank Nyström approximation with

scaling stability and explicit transport-cost guarantees. We use finite Fourier features and the

Woodbury identity. The additional issue here is the simultaneous shrinking bandwidth, inverse

metric, actual iteration count and original-law influence covariance.

The exact statistical target and its root-n inference are proved in [7]. We state the specific

inputs needed from that paper before bounding the numerical errors. Differentiability and inference

for fixed-regularization Sinkhorn geometric operations are developed by Saidi–Gunsilius–Mena [6].

Dong et al. [2] study sensitivity and conditioning for finite-support inverse cost parameters observed

through transition plans. These provide related operator and statistical perspectives; the present

theorem concerns fixed-score inverse diffusion energies of an unknown sampled density as the heat

bandwidth vanishes.

The proof has three computational obligations. First, a feature-covariance comparison gives an

empirical gap of order bandwidth. Second, positive semidefiniteness gives local contraction of the

actual half iterations, after one smoothing step has entered a small normalization neighborhood.
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Third, direct original-law product estimates pay the complete inverse response and covariance,

including their mixed terms. Sections 3–5 carry out these steps.

2 Target, exact estimator and main theorem

We first define the population metric and its exact sample estimator. The main theorem then states

which statistical conclusions survive the finite computation and the work required to preserve them.

Let Td = Rd/Zd have volume one. Fix a strictly positive f ∈ C∞(Td) with
∫
f = 1, put µ = f dx,

and fix real u1, . . . , up ∈ C∞(Td). Dimension d and the number p of scores are fixed. If u0
a = ua−µua,

define

Df = −f−1 div(f∇), Dfϕa = u0
a, µϕa = 0, G0

ab = µ(u0
aϕb). (2.1)

The prescribed metric is equivalently G0
ab = µ(∇ϕa · ∇ϕb). Its influence and joint covariance are

ψ0
ab = u0

aϕb + u0
bϕa − ∇ϕa · ∇ϕb −G0

ab,

Σab,cd = µ(ψ0
abψ

0
cd), a ≤ b, c ≤ d. (2.2)

For t > 0, let Ht = et∆/2 and write its periodic kernel as

kt(x) =
∑

r∈Zd

e−2π2t|r|2e2πir·x. (2.3)

At a probability law ν, the positive symmetric scale and Markov operator satisfy

at,νHt(at,νν) = 1, Pt,νv = at,νHt(at,νvν). (2.4)
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For finite positive laws the scale is the unique finite Sinkhorn scale. Let Πνv = (νv)1 and put

Tt,ν = t

2

{
(I − Pt,ν + Πν)−1 − (I + Pt,ν)−1 − Πν

2

}
, Gab(t, ν) = ν(uaTt,νub). (2.5)

Thus T1 = 0 and, on mean-zero functions, T = tP (I − P 2)−1.

For an integer s > d/2 define

M = 2 + 5s
2
, 0 < β < min

{ 1
2M

,
η

4d

}
, 2K > M,

1
4K

< β, (2.6)

where K is an integer and η > 0 is prescribed. Such choices exist: choose β first and then increase

K. For n ≥ 2 set hn = n−β and tℓ = hn/2ℓ, 0 ≤ ℓ < K. The fixed extrapolation weights are

determined by
K−1∑
ℓ=0

cℓ = 1,
K−1∑
ℓ=0

cℓ4−ℓj = 0 (1 ≤ j < K). (2.7)

Let X1, . . . , Xn be iid from µ and µn = n−1 ∑
i δXi . The exact estimator is

Ĝn =
K−1∑
ℓ=0

cℓG(tℓ, µn). (2.8)

Theorem 2.1 (Computational inference). Under the fixed model above, the algorithm in Section 3

returns a matrix G̃n, a joint covariance matrix Σ̃n and a failure flag. Its deterministic work on

every sample is

O(nR2
n +R3

n + nRn logn) = O(n1+η), Rn = O
(
h−d/2

n (logn)d/2)
, (2.9)

and its memory is O(nRn +R2
n). Real arithmetic, elementary exponentials, logarithms, trigonomet-

ric functions, square roots and prescribed score evaluations have unit cost. At the fixed density f ,
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the probability of a zero failure flag tends to one, and

√
n ∥G̃n − Ĝn∥ −→ 0, Σ̃n −→ Σ in probability. (2.10)

Consequently

√
n vec(G̃n −G0) =⇒ N(0,Σ), (2.11)

where vectorization uses entries a ≤ b. Every fixed contrast with positive limiting variance admits

the corresponding asymptotically standard normal studentization.

For one ordinary nonparametric bootstrap replicate, use the same bandwidths, weights and iter-

ation budget, merging repeated sites. If G̃∗
n is its output, then

dBL
(
L

[√
n vec(G̃∗

n − G̃n) | X1, . . . , Xn
]
, N(0,Σ)

)
−→ 0 (2.12)

in probability. Each replicate has the work bound (2.9).

The theorem fixes p,K, η before n varies. The covariance may be singular; studentization is

asserted for fixed positive-variance contrasts. The implementation uses sampled positions and score

values, with its bandwidth and budgets set in advance.

2.1 Statistical inputs from the exact estimator

We use the following results from [7, Sections 3–7]. They identify the statistical problem to which

the computational return will be applied.

Proposition 2.2 (Exact-estimator inputs). For the fixed model and choices (2.6):

1. The population scale obeys at,µ = f−1/2 + O(t) uniformly. Its normalized positive selfadjoint

Markov operator has a nonconstant L2(µ) gap at least ct for small t.
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2. With q = 1 + s/2 and ϵ = ∥ν − µ∥H−s ≤ cts+q,

∥at,ν/at,µ − 1∥Hs ≤ Cϵt−s. (2.13)

The local scale at a positive atomic law agrees with its finite scale.

3. The exact estimator (2.8) has asymptotic linear representation with influence (2.2) and covari-

ance Σ, and its exact multinomial bootstrap is consistent. For a scalar score u, let g = u− νu

and

z− = (I − Pν)−1g, νz− = 0, z+ = (I + Pν)−1g, Cν = (I − Pν)(I + Pν)−1. (2.14)

The exact centered influence is the centered version of

Ψt,ν = t

2
{
g(z− − z+) + Cν

(
z−Pνz− + z+Pνz+

)}
. (2.15)

Products here are pointwise. At the base bandwidth hn, polarization of these exact empirical

influences has a consistent joint covariance under µn; each fixed influence has L2(µn) norm

OP(1).

The local neighborhood is reached because E∥µn − µ∥2
H−s = O(n−1) and M > s + q. These

inputs retain the simultaneous vanishing bandwidth and the moving empirical normalization. The

remaining proof concerns the finite algorithm and its error relative to these exact quantities.
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3 A finite algorithm

We describe one band t. The same construction is used at all K bands. Merge repeated sample

sites and write the resulting law as ν =
∑m

i=1wiδxi , with m ≤ n and positive integer multiples wi

of 1/n. Put W = diag(wi), e = (√wi)m
i=1 and P = I − eeT .

3.1 Positive normalized features

Fix A = 30, B = 20 and C0 = A+ d+ 1. Let

L =
⌈√

C0 logn/t
⌉
, a = 2π2t, Et = d(1 +

√
π/a)d−1 e

−aL2

aL
. (3.1)

Let kt,L be (2.3) restricted to |rj | ≤ L for all j, and define

qt = kt,L + Et + n−A−2

1 + Et + n−A−2 . (3.2)

Its real sine–cosine features give an m×R matrix F such that qt(xi −xj) = (FF T )ij . The constant

feature is one. For one representative of each pair {r,−r} of nonzero retained frequencies, the two

other features are

√
2e−2π2t|r|2

1 + Et + n−A−2 cos(2πr · x),

√
2e−2π2t|r|2

1 + Et + n−A−2 sin(2πr · x).

3.2 Scaling and projected solves

Use the symmetry-preserving half iteration [4], starting at b0 = 1, and perform exactly

J = 1 +
⌈(B + 2) log n

log(4/3)

⌉
, bj+1 =

{
bj

F [F T (w bj)]

}1/2

(0 ≤ j < J), (3.3)
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componentwise. Form

V0 = W 1/2 diag(bJ)F, V = PV0, H = V TV, S = V V T . (3.4)

Cholesky-factor I−H and I+H. If I−H is not positive definite, return zero metric and covariance

matrices with a nonzero failure flag. Otherwise use

R̃− = I + V (I −H)−1V T , R̃+ = I − V (I +H)−1V T , C̃ = 2R̃+ − I − eeT . (3.5)

Only their actions are formed. The last projector makes C̃e = 0.

For each scalar score needed in polarization, compute

g = u− νu, gE = W 1/2g,

z−,E = R̃−gE , z+,E = R̃+gE , z± = W−1/2z±,E ,

Φ̃t(u) = t

2
gT

E(z−,E − z+,E),

U = z−
(
W−1/2Sz−,E

)
+ z+

(
W−1/2Sz+,E

)
,

ψ̃E(u) = P t

2

{
W 1/2[g(z− − z+)] + C̃W 1/2U

}
. (3.6)

All products in U and in the square brackets are products of function values. Thus the conversion

by W−1/2 occurs before multiplication.

Polarize with (ua+ub, ua−ub), dividing the differences by four, to obtain G̃ab(t, ν) and ψ̃ab,E(t, ν).

Combine the metrics with (2.7). At the base band hn form

Σ̃ab,cd = ψ̃T
ab,Eψ̃cd,E . (3.7)
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This is the original-weight empirical covariance, because the Euclidean influence vectors include

W 1/2. A one-site law has centered inputs zero and returns zero quantities by these same formulas.

4 Gap and scaling bounds

The inverse calculation needs a lower bound on the sample spectral gap. The finite algorithm also

needs a prescribed number of normalization iterations to reach sufficient accuracy. We prove these

two estimates after bounding the Fourier approximation error.

Lemma 4.1 (Feature accuracy). For a sufficiently large fixed C0, the kernel (3.2) is real, symmetric,

strictly positive, positive semidefinite and has integral one. Uniformly over the fixed bands,

R = O(t−d/2(logn)d/2), ∥qt − kt∥∞ ≤ Cn−A. (4.1)

Proof. For a > 0, monotonicity and a Gaussian integral bound give

∑
j∈Z

e−aj2 ≤ 1 +
√
π/a, 2

∑
j>L

e−aj2 ≤ e−aL2

aL
.

A union bound over the coordinates therefore makes Et a bound for the discarded Fourier absolute

sum. The added constant makes the retained series strictly positive since kt > 0. All its Fourier

coefficients are nonnegative, giving positive semidefiniteness. The denominator fixes the constant

coefficient to one. Also ∥kt,L∥∞ ≤ Ct−d/2; hence the normalization error is bounded by a constant

times (Et + n−A−2)(1 + t−d/2). The choice C0 = A+ d+ 1 gives Et ≤ Ct−d/2n−2π2C0 ; using βd < 1

proves (4.1). Counting the retained cube gives the rank bound.

Lemma 4.2 (Empirical gap). With probability tending to one, the exact empirical normalized heat

operator at every fixed band has a nonconstant L2(µn) gap at least ct/2, for a constant c > 0
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depending on the fixed model.

Proof. Write at = at,µ and at,n = at,µn . Sobolev embedding and (2.13) give

∥at,n/at − 1∥∞ = OP(n−1/2t−s). (4.2)

Use the heat feature vector φt(x) = (e−π2t|r|2e2πir·x)r ∈ ℓ2 and put gt(x) = at(x)φt(x). The

covariance Ct = E[gt(X) ⊗ gt(X)] has the population Markov operator’s nonzero spectrum. Its

largest eigenvalue is one and its second is at most 1 − ct, by Proposition 2.2. Since ∥gt(x)∥2 ≤

Ckt(0) ≤ Ct−d/2, Hilbert-space variance gives

E∥Ct,n − Ct∥2
HS ≤ Cn−1t−d, Ct,n = n−1 ∑

i

gt(Xi) ⊗ gt(Xi).

The nonzero spectrum of Ct,n is that of the sampled Gram matrix with population scales. Replacing

them by at,n is a diagonal congruence by I + OP(n−1/2t−s). Its norm error is of the same order,

and s > d/2 absorbs the covariance error. Weyl comparison thus gives

λ2(Pt,µn) ≤ 1 − ct+OP(n−1/2t−s).

The exact normalized matrix is a positive selfadjoint Markov matrix. Its constant eigenvalue is

exactly one. Finally β(s+ 1) < 1/2, so the last error is oP(t). A fixed union over the bands proves

the assertion.

Lemma 4.3 (Actual scaling trajectory). For the fixed iteration count (3.3), uniformly over the

fixed bands,

∥log bJ − log at,n∥∞ = OP(n−B). (4.3)
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Proof. First use the exact heat matrix Kt with the empirical weights. In logarithmic coordinates

its half map is Fk(u) = {u − log(Kt(weu))}/2. It is sup-norm nonexpansive: its derivative is half

of identity minus a stochastic matrix and has row absolute sums at most one. If u∗ = log at,n, heat

smoothing H−s → Hs → C0 and (4.2) show that its first iterate from zero satisfies

∥u1 − u∗∥∞ = OP(t+ n−1/2t−s) = oP(1).

Both u1 and u∗ approach − log f/2. The whole later trajectory stays in the same sup-norm box

about u∗.

Let P∗ be the exact normalized operator in L2(w). At u = u∗ + v, the stochastic matrix in the

derivative is

Pu = diag
(
(P∗e

v)−1)
P∗ diag(ev).

Positive semidefiniteness and the Markov property give ∥I − P∗∥op ≤ 1. For ∥v∥∞ ≤ r,

∥Pu − P∗∥op ≤ e2r − 1, ∥DFk(u)∥op ≤ e2r/2.

Choose a fixed small r for which the last bound is at most 3/4. The straight segment to u∗ lies in

the box, so the actual iterates contract in L2(w) there. Since wi ≥ 1/n,

∥uJ − u∗∥∞ ≤
√
n r(3/4)J−1 = O(n−B).

The fixed iteration count is independent of the density-dependent asymptotic onset of this event.

Now compare the actual finite-kernel map Fq with Fk along the exact-kernel trajectory. All

scaling vectors on that trajectory are bounded above and below on the good event, and Htµn is

uniformly bounded below. Equation (4.1) therefore gives ∥Fq(uj) − Fk(uj)∥∞ ≤ Cn−A. The finite-
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kernel map is also sup-norm nonexpansive. Induction over all actual steps yields path difference at

most CJn−A. Since A > B + 3, this proves (4.3).

5 Inverse and covariance error bounds

We now propagate the preceding errors through the inverse operators and the influence calculation.

The covariance requires products of influence functions, so both linear cross errors and their product

must be retained. All comparisons use the original empirical weights.

Lemma 5.1 (Reduced inverse accuracy). On an event of probability tending to one, the Cholesky

test succeeds at every band. In original function coordinates, write P0 = P∗ − Πw and use S for its

trial counterpart under the isometry W 1/2. For δ0 = Cn−B,

∥S − P0∥op ≤ δ0,

∥R̃− −R−∥op ≤ Cδ0t
−2, ∥R̃+ −R+∥op ≤ Cδ0,

∥C̃ − C∗∥op ≤ Cδ0. (5.1)

The resolvents in the second line are compared on centered inputs; the response in the last line

vanishes on constants.

Proof. Before projection, the finite scaled Gram equals DP∗D plus a kernel error, with D =

diag(bJ/at,n) = I + OP(n−B). The bounded scales and the weighted Schur test bound that ker-

nel error by Cn−A. Orthogonal projection has norm one, giving the first line. Also S ⪰ 0, and

Lemma 4.2 gives ∥S∥ ≤ 1 − ct/4 on the good event. Nonzero eigenvalues of V V T and V TV agree,

so I −H is positive definite. The Woodbury identities (3.5) are therefore valid.

The resolvent identity pays two minus inverses, each of norm O(t−1), and two bounded plus

inverses. On the mean-zero space this proves the second line of (5.1). The exact zero-on-constants
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response is 2(I + P0)−1 − I − Πw; hence its error is bounded by the plus-resolvent error. This also

verifies the last line.

Lemma 5.2 (Metric and full influence errors). At each band, for every fixed scalar score and its

centered exact and trial influences,

|Φ̃t − Φt| ≤ Cδ0/t,

∥ψ̃t − ψt∥L2(w) ≤ C
√
n δ0t

−2 (5.2)

on the good event. The resulting original-law joint covariance error is oP(1).

Proof. The metric bound follows from the prefactor t/2, a bounded centered score and the minus-

resolvent error. For the influence write all quantities in L2(w). Exact and trial minus outputs have

norm O(t−1), their difference is O(δ0t
−2), and plus outputs are bounded with difference O(δ0). For

every vector ∥z∥∞ ≤
√
n∥z∥L2(w).

For pointwise products the exact identity

zPz − xSx = (z − x)Pz + xP (z − x) + x(P − S)x

pays both output changes and the operator change. Applied to U = z−P∗z− + z+P∗z+ and its trial

version it gives

∥U − Ũ∥2 ≤ C
√
n δ0t

−3, ∥U∥2 + ∥Ũ∥2 ≤ C
√
n t−2.

Together with (5.1) and the prefactor t/2, this proves the second line of (5.2). Centering at the

same law is an L2(w) contraction.

The exact influence norms are OP(1) by Proposition 2.2. For two scalar or polarized entries,
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the covariance difference is bounded by

∥ψ̃a − ψa∥2∥ψb∥2 + ∥ψ̃b − ψb∥2∥ψa∥2 + ∥ψ̃a − ψa∥2∥ψ̃b − ψb∥2.

This includes the two linear mixed terms and their product. Since
√
nn−Bh−2

n → 0, it proves

covariance consistency after the fixed polarization. Every pairing uses the original law w.

Proof of Theorem 2.1. The fixed multiband metric error is OP(n−Bh−1
n ) by Lemma 5.2, so it is

oP(n−1/2). The same lemma and the exact covariance input prove (2.10). Failure has probability

tending to zero by Lemma 5.1, so the specified fallback leaves these convergences unchanged. The

exact estimator’s asymptotic linear representation and Slutsky’s lemma give (2.11) and the stated

studentization.

For completeness the operation budget is

Operation at one band Work

Real feature formation and storage O(nR)

J actual scaling multiplications O(nR logn)

Projection and feature Gram V TV O(nR2)

Two reduced Cholesky factorizations O(R3)

Fixed metric and influence right-hand sides O(nR+R2)

Fixed joint covariance O(n)

The projection is performed as V0 − e(eTV0), and S is applied as V (V Tx); neither needs a dense

sample-by-sample matrix. There are only K fixed bands. The stated memory and deterministic

work bounds follow, including on fallback samples. Now nR2
n = O(n1+βd(logn)d) and R3

n =

O(n3βd/2(logn)3d/2). Equation (2.6) absorbs both powers and logarithms into O(n1+η).

For a bootstrap law µ∗
n, conditional Hilbert-space variance and the original empirical bound
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give E∥µ∗
n − µ∥2

H−s ≤ C/n. The heat feature-covariance discrepancy likewise has joint squared

mean O(n−1t−d): condition on the original sample for the bootstrap variance and add the original

sampling variance. Every preceding good-event argument therefore holds under the joint origi-

nal/bootstrap law. Merged weights remain at least 1/n. Consequently
√
n(G̃∗

n − Ĝ∗
n) → 0 jointly in

probability, as does the original numerical error. For each ϵ > 0, Markov’s inequality applied to the

conditional error probability turns this into conditional negligibility in original-sample probability.

The exact bootstrap input then gives (2.12). Each replicate repeats the same finite budget.

5.1 Inference from the computed covariance

The full covariance output permits fixed-dimensional joint Gaussian calibration after the metric

computation. This is a standard consequence of covariance consistency; it makes explicit what can

be done with the computed joint influence covariance.

Corollary 5.3 (Fixed-contrast calibration). Write q = p(p + 1)/2 and fix a real k × q matrix A.

Under Theorem 2.1, set Cn = AΣ̃nA
T and C = AΣAT . Given the observations, let Z∗

n = C
1/2
n g,

where g ∼ N(0, Ik) is independent. Then

dBL
(
L[Z∗

n | X1, . . . , Xn], N(0, C)
)

−→ 0 in probability.

This statement allows singular C. If C is positive definite, put Yn =
√
nA vec(G̃n − G0). With

probability tending to one Cn is invertible, and

Y T
n C

−1
n Yn =⇒ χ2

k,

where the statistic is defined as zero when Cn is singular. From the computed covariance, forming Cn

costs O(kq2 + k2q) operations, and factoring it costs O(k3) exact-real operations. Each subsequent
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calibration vector uses O(k2) operations given an independent standard Gaussian vector. For fixed

p, k, these costs are independent of sample size.

Proof. The matrix Σ̃n is a Gram matrix, including on the failure branch, so Cn is positive semidef-

inite. Theorem 2.1 gives Cn → C in probability. Continuity of the positive semidefinite square

root and coupling with the same g bound the bounded-Lipschitz distance by min{2,E∥g∥ ∥C1/2
n −

C1/2∥op}, which tends to zero in probability. When C is positive definite, continuity of inversion

and the theorem’s Gaussian limit give the chi-square assertion by Slutsky’s theorem.

A semidefinite Cholesky algorithm forms a factor Ln with LnL
T
n = Cn using arithmetic, square

roots and exact zero comparisons. At a zero pivot the corresponding row and column of the positive

semidefinite Schur complement are zero, so the algorithm fills that factor column with zeros and

proceeds. This costs O(k3), also for singular matrices. Multiplication Lng costs O(k2) and has the

same conditional Gaussian law as C1/2
n g.

6 Examples and computational resources

The uniform circle gives a direct normalization example. Let d = 1, f = 1 and u(x) = cos(2πx).

Then Df = −∂2
x, ϕ = u/(4π2) and

G0 = 1
8π2 , ψ0(x) = 3 cos(4πx)

8π2 , Σ = 9
128π4 . (6.1)

Indeed µu2 = 1/2 and 2uϕ−|ϕ′|2 −G0 = 3(2 cos2(2πx)−1)/(8π2). At finite population bandwidth,

Ptu = e−2π2tu and hence

G(t, µ) = t

4 sinh(2π2t)
. (6.2)

This gives the target, covariance and even-bias normalization in closed form.
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The accompanying Python reference implementation follows (3.2)–(3.7), including merged mul-

tiplicities, the constant projector and conversion to function coordinates. Its optional dense com-

parison checks the same finite-feature metric and influence actions by a second linear-algebra route.

The analytic proof above establishes the asymptotic and operation claims; the floating-point com-

parisons illustrate the finite formulas. The program prints its output and writes a file only when

the caller supplies an explicit output path.

6.1 A finite-schedule resource check

The constants associated with fixed extrapolation order can be large. For d = s = 1 and n = 106,

Table 1 evaluates two admissible schedules in (2.6). At the smallest band tK−1 = n−β/2K−1,

the actual feature count in (3.1) is R = 2⌈
√

32 log n/tK−1⌉ + 1. The table records the leading

unstructured Gram-formation term nR2 for that band. The prescribed iteration count is J = 1058

for both schedules. These finite counts expose the fixed-order factors in the asymptotic work bound.

η β K tK−1 R nR2

0.1 0.02 13 1.851996 × 10−4 3093 9.566649 × 1012

0.5 0.10 3 6.279716 × 10−2 169 2.8561 × 1010

Table 1: Feature and work-term counts for two admissible fixed schedules at one million samples.

They describe the stated feature-Gram implementation; selection of an application-specific schedule

requires quantitative bias and conditioning information as well as this operation count.
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